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thoracic and abdominal scans have exhibit very 
large deformations: registration using standard DL 
architectures cannot directly capture this    

data available https://www.synapse.org/#!
Synapse:syn3193805/wiki/89480  For Review Only
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We note that the registration results in this study could be 
biased towards the tested datasets. First, all scans were contrast 
enhanced, where organs could be more distinguishable from 
muscle and fat tissue. Registrations between non-contrasted 
scans may demonstrate additional challenges not shown with 
our datasets. Second, the population of the patients had more 
chances to share specific abnormalities, e.g., enlarged spleen 
and liver, defected abdominal wall. In fact, these patients could 
also have multiple other diseases, have been treated with 
different surgical procedures, and demonstrate various other 
abnormalities (atrophied kidney, missing gallbladder). Thus 
wWe consider the registration evaluation on our datasets to be 
biased towards challenging cases. Datasets among healthy 
subjects may yield better registration outcomes. On the other 
hand, contrasted CT scans on patients with all sorts of 
abdominal diseases are the most common image format 
acquired in traditional clinical trials. We thus consider the 
registration evaluation performed in this study valuable for 
translational research.  

Among the tested registration methods in the presented 
parameter settings, DEEDS provided the best overall 
performances, whose median DSC, MSD, and HD for all 
organs were 0.49, 4.93 mm and 31.72 mm, respectively. The 
DSC metric is in favor of large structures; small disagreement 
in small structures can result in large decrease in DSC . Given 
that, and referred to the literature of abdominal organ 
segmentationin the context of [1, 2, 20]., we We can consider 
the ideal reasonable DSC values for large (liver, spleen, 
kidneys), medium (pancreas, stomach, aorta, inferior vena 
cava), and small (gallbladder, esophagus, portal and splenic 
vein, adrenal glands) organs to be 0.95, 0.85, and 0.6 
respectively. Based on these criteria, even the best registration 
in this study did not provide good enoughsufficient 
outcomesaccuracy to extract the organs of interest. The massive 
registration failures further discouraged the direct individual 
use of the registration tools in clinical applications. However, if 
combined with pre-processing and post-processing procedures, 
registrations with this level of overall accuracy are encouraging 
and have chances to achieve robust end-point results. 
Essentially, the multi-atlas techniques can be used to augment 
local interpretation of abdominal CT scans (e.g., segmentation) 
by using multiple atlas-to-target registrations. Great care must 
be taken to account for the registration outliers, where atlas 
selection [21-24] and statistical fusion [25-27] are the keys for 

robust multi-atlas segmentation (MAS). From the perspective 
of MAS, registration is the bottleneck, especially in abdomen; a 
good registration tool can yield better segmentation 
performances.  

Based on the results shown in this study, many opportunities 
are open for future investigation and development for a 
registration tool tailored for abdomen. 

Firstly, although the presented registration configurations 
were approved by all the developers of the tested registration 
methods, further optimization was is possible, e.g., in terms of 
levels of multi-resolution strategy, thresholds of intensity 
range, use of block matching strategy in affine initialization, 
regularization on deformation, and etc. Across the tested 
registrations, a good combination of the similarity metrics 
(mutual information, cross-correlation, sum of squared 
distance, and Hamming distances of self-similarity context) 
and transformation models (B-splines and diffeomorphism) has 
been covered for deformation, while registrations using other 
transformation models (e.g., demons [28], optical flow [29]) 
could be evaluated by experts with these approaches in 
continuing analysis via the newly released public dataset..  

Secondly, contributions in abdominal segmentation also 
provide some hints in toward the potential development of 
abdominal registrationsregistration algorithms. While using 
existing registration tools for segmentation, many efforts have 
been focused on standardizing the abdomen space. Wolz et al. 
[1] constrained a FOV with 25 cm along the cranial-caudal axis 
before registration. Linguraru et al. [20] initialized the 
registration by aligning a single landmark (xiphoid process). 
Okada et al. [30] and Zhou et al. [31] normalized the abdominal 
space using pre-segmented diaphragm and rib cage. Recent 
efforts on organ localizing [32] and organ hierarchical 
modeling [33] provide the options to minimize the impact of 
the substantial registration errors. Piece-wise 
registrations/segmentations have been demonstrated with better 
performances than their body-wise counterparts [34, 35]. These 
pre-processing techniques provide extra features other than 
intensity-based similarity metrics, and can potentially benefit 
registrations for capturing the most desirable organ 
deformation.  

Thirdly, we see a new direction in fundamental design for the 
registration method towards the challenging problems in 
abdomen. DEEDS yields the best performance in this study, 
and it is differentiated from other methods mainly by using 

 
Fig. 9. Illustrations of six registration methods on three registration pairs with good, median, and ugly performances. 

Fig. 8.  Volumetric rendering on a single subject with median overall DSC 
performance. The organ color scheme follows that in Fig. 1. 
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We note that the registration results in this study could be 
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vein, adrenal glands) organs to be 0.95, 0.85, and 0.6 
respectively. Based on these criteria, even the best registration 
in this study did not provide good enoughsufficient 
outcomesaccuracy to extract the organs of interest. The massive 
registration failures further discouraged the direct individual 
use of the registration tools in clinical applications. However, if 
combined with pre-processing and post-processing procedures, 
registrations with this level of overall accuracy are encouraging 
and have chances to achieve robust end-point results. 
Essentially, the multi-atlas techniques can be used to augment 
local interpretation of abdominal CT scans (e.g., segmentation) 
by using multiple atlas-to-target registrations. Great care must 
be taken to account for the registration outliers, where atlas 
selection [21-24] and statistical fusion [25-27] are the keys for 

robust multi-atlas segmentation (MAS). From the perspective 
of MAS, registration is the bottleneck, especially in abdomen; a 
good registration tool can yield better segmentation 
performances.  

Based on the results shown in this study, many opportunities 
are open for future investigation and development for a 
registration tool tailored for abdomen. 

Firstly, although the presented registration configurations 
were approved by all the developers of the tested registration 
methods, further optimization was is possible, e.g., in terms of 
levels of multi-resolution strategy, thresholds of intensity 
range, use of block matching strategy in affine initialization, 
regularization on deformation, and etc. Across the tested 
registrations, a good combination of the similarity metrics 
(mutual information, cross-correlation, sum of squared 
distance, and Hamming distances of self-similarity context) 
and transformation models (B-splines and diffeomorphism) has 
been covered for deformation, while registrations using other 
transformation models (e.g., demons [28], optical flow [29]) 
could be evaluated by experts with these approaches in 
continuing analysis via the newly released public dataset..  

Secondly, contributions in abdominal segmentation also 
provide some hints in toward the potential development of 
abdominal registrationsregistration algorithms. While using 
existing registration tools for segmentation, many efforts have 
been focused on standardizing the abdomen space. Wolz et al. 
[1] constrained a FOV with 25 cm along the cranial-caudal axis 
before registration. Linguraru et al. [20] initialized the 
registration by aligning a single landmark (xiphoid process). 
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space using pre-segmented diaphragm and rib cage. Recent 
efforts on organ localizing [32] and organ hierarchical 
modeling [33] provide the options to minimize the impact of 
the substantial registration errors. Piece-wise 
registrations/segmentations have been demonstrated with better 
performances than their body-wise counterparts [34, 35]. These 
pre-processing techniques provide extra features other than 
intensity-based similarity metrics, and can potentially benefit 
registrations for capturing the most desirable organ 
deformation.  

Thirdly, we see a new direction in fundamental design for the 
registration method towards the challenging problems in 
abdomen. DEEDS yields the best performance in this study, 
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Fig. 9. Illustrations of six registration methods on three registration pairs with good, median, and ugly performances. 

Fig. 8.  Volumetric rendering on a single subject with median overall DSC 
performance. The organ color scheme follows that in Fig. 1. 
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can conventional methods 
find correspondences?

Fortgeschrittene Verfahren der medizinischen Bildverarbeitung

Qualität der nichtlinearen Registrierung
Akzeptable Genauigkeit für größere 

Organe (Leber, Milz, Nieren) 
zu ungenau für kleinere Strukturen

sehr viele Ausreißer 
→ große anatomische Unterschiede 

zwischen Scans
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kombiniert mehrere Atlanten 

Milz: 0.92, Niere: 0.91,  
Pankreas: 0.74, Nebenniere: 0.62 
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FSL, ANTS-CC, ANTS-MI, IRTK, 
NiftyReg, deeds

"We see a new direction in fundamental design for 
registration methods. Deeds yields the best performance in 
this study, and it is different from other methods mainly by 
using discrete optimization. This type of discrete design can 

capture a large range of potential deformations, and thus 
coped well with the discontinuous pattern between 

structures of interest in the abdomen."*

*Xu: "Evaluation of Six Registration Methods for the Human Abdomen on Clinically Acquired CT"  TBME 2016

Z. Hu: "Evaluation of Six Registration 
Methods for the Human Abdomen on 
Clinically Acquired CT" IEEE TBME 2016

"We see a new direction in fundamental design for 
the registration method towards the challenging 
problems in abdomen. deeds (discrete registration) 
yields the best performance in this study, and it is 
different from other methods mainly by using discrete 
optimisation. This type of discrete design can 
capture a large range of potential deformations, 
and thus coped well with the discontinuous  pattern 
between structures of interest in abdomen." 

try out: github.com/mattiaspaul/deedsBCV 

https://www.synapse.org/#!Synapse:syn3193805/wiki/89480
https://www.synapse.org/#!Synapse:syn3193805/wiki/89480
https://www.synapse.org/#!Synapse:syn3193805/wiki/89480
http://github.com/mattiaspaul/deedsBCV
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More registration tasks hard to solve with DL 
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ultrasound guided brain tumour 
surgery (MNI McGill)

large initial misalignment and different contrast 
limited field of view in ultrasound 
➞ 3/3 DL-approaches failed (last places) 
  
open for participation:  
https://curious2019.grand-challenge.org 
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Large deformations with discrete displacements

�4

Figure 2. The two network architectures: FlowNetSimple (top) and FlowNetCorr (bottom).

nate the ‘upconvolution’ results with the features from the
‘contractive’ part of the network.

Convolutional neural networks are known to be very
good at learning input–output relations given enough la-
beled data. We therefore take an end-to-end learning ap-
proach to predicting optical flow: given a dataset consisting
of image pairs and ground truth flows, we train a network
to predict the x–y flow fields directly from the images. But
what is a good architecture for this purpose?

A simple choice is to stack both input images together
and feed them through a rather generic network, allowing
the network to decide itself how to process the image pair to
extract the motion information. This is illustrated in Fig. 2
(top). We call this architecture consisting only of convolu-
tional layers ‘FlowNetSimple’.

In principle, if this network is large enough, it could learn
to predict optical flow. However, we can never be sure that a
local gradient optimization like stochastic gradient descent
can get the network to this point. Therefore, it could be ben-
eficial to hand-design an architecture which is less generic,
but may perform better with the given data and optimization
techniques.

A straightforward step is to create two separate, yet iden-
tical processing streams for the two images and to combine
them at a later stage as shown in Fig. 2 (bottom). With
this architecture the network is constrained to first produce
meaningful representations of the two images separately
and then combine them on a higher level. This roughly

resembles the standard matching approach when one first
extracts features from patches of both images and then com-
pares those feature vectors. However, given feature repre-
sentations of two images, how would the network find cor-
respondences?

To aid the network in this matching process, we intro-
duce a ‘correlation layer’ that performs multiplicative patch
comparisons between two feature maps. An illustration
of the network architecture ‘FlowNetCorr’ containing this
layer is shown in Fig. 2 (bottom). Given two multi-channel
feature maps f1, f2 : R2 ! Rc, with w, h, and c being their
width, height and number of channels, our correlation layer
lets the network compare each patch from f1 with each path
from f2.

For now we consider only a single comparison of two
patches. The ’correlation’ of two patches centered at x1 in
the first map and x2 in the second map is then defined as

c(x1,x2) =
X

o2[�k,k]⇥[�k,k]

hf1(x1 + o), f2(x2 + o)i (1)

for a square patch of size K := 2k + 1. Note that Eq. 1
is identical to one step of a convolution in neural networks,
but instead of convolving data with a filter, it convolves data
with other data. For this reason, it has no trainable weights.

Computing c(x1,x2) involves c · K2 multiplications.
Comparing all patch combinations involves w2 · h2 such
computations, yields a large result and makes efficient for-
ward and backward passes intractable. Thus, for computa-

(large motion) correlation layer  
- previous approaches are limited in capture range, 

by receptive field and limited number of conv. layers 
- FlowNetC uses correlation layer without trainable 

weights but computation of (CC)-metric over  441 
discrete displacements at once 

- in addition FlowNet uses deep supervision, i.e. a 
loss at multi-resolution levels 

trained on millions of synthetic image pairs (ask for 
details if interested)

Figure 3. Refinement of the coarse feature maps to the high reso-
lution prediction.

tional reasons we limit the maximum displacement for com-
parisons and also introduce striding in both feature maps.

Given a maximum displacement d, for each location x1

we compute correlations c(x1,x2) only in a neighborhood
of size D := 2d + 1, by limiting the range of x2. We use
strides s1 and s2, to quantize x1 globally and to quantize x2

within the neighborhood centered around x1.
In theory, the result produced by the correlation is four-

dimensional: for every combination of two 2D positions we
obtain a correlation value, i.e. the scalar product of the two
vectors which contain the values of the cropped patches re-
spectively. In practice we organize the relative displace-
ments in channels. This means we obtain an output of size
(w ⇥ h⇥D2). For the backward pass we implemented the
derivatives with respect to each bottom blob accordingly.

Refinement. CNNs are good at extracting high-level ab-
stract features of images, by interleaving convolutional lay-
ers and pooling, i.e. spatially shrinking the feature maps.
Pooling is necessary to make network training computation-
ally feasible and, more fundamentally, to allow aggregation
of information over large areas of the input images. How-
ever, pooling results in reduced resolution, so in order to
provide dense per-pixel predictions we need a way to refine
the coarse pooled representation.

Our approach to this refinement is depicted in Figure 3.
The main ingredient are ‘upconvolutional’ layers, consist-
ing of unpooling (extending the feature maps, as opposed to
pooling) and a convolution. Such layers have been used pre-
viously [38, 37, 16, 28, 9]. To perform the refinement, we
apply the ‘upconvolution’ to feature maps, and concatenate
it with corresponding feature maps from the ’contractive’
part of the network and an upsampled coarser flow predic-
tion (if available). This way we preserve both the high-level
information passed from coarser feature maps and fine lo-
cal information provided in lower layer feature maps. Each
step increases the resolution twice. We repeat this 4 times,
resulting in a predicted flow for which the resolution is still
4 times smaller than the input.

We discover that further refinement from this resolution
does not significantly improve the results, compared to a

Ground truth FlowNetS FlowNetS+v

Figure 4. The effect of variational refinement. In case of small
motions (first row) the predicted flow is changed dramatically. For
larger motions (second row), big errors are not corrected, but the
flow field is smoothed, resulting in lower EPE.

computationally less expensive bilinear upsampling to full
image resolution. The result of this bilinear upsampling is
the final flow predicted by the network.

In an alternative scheme, instead of bilinear upsampling
we use the variational approach from [6] without the match-
ing term: we start at the 4 times downsampled resolution
and then use the coarse to fine scheme with 20 iterations to
bring the flow field to the full resolution. Finally, we run 5
more iterations at the full image resolution. We additionally
compute image boundaries with the approach from [26] and
respect the detected boundaries by replacing the smooth-
ness coefficient by ↵ = exp(��b(x, y)), where b(x, y)
denotes the thin boundary strength resampled at the respec-
tive scale and between pixels. This upscaling method is
more computationally expensive than simple bilinear up-
sampling, but adds the benefits of variational methods to
obtain smooth and subpixel-accurate flow fields. In the fol-
lowing, we denote the results obtained by this variational
refinement with a ‘+v’ suffix. An example of variational
refinement can be seen in Fig. 4.

4. Training Data

Unlike traditional approaches, neural networks require
data with ground truth not only for optimizing several pa-
rameters, but to learn to perform the task from scratch. In
general, obtaining such ground truth is hard, because true
pixel correspondences for real world scenes cannot easily be
determined. An overview of the available datasets is given
in Table 1.

Frame Frames with Ground truth
pairs ground truth density per frame

Middlebury 72 8 100%
KITTI 194 194 v50%
Sintel 1,041 1,041 100%
Flying Chairs 22,872 22,872 100%

Table 1. Size of already available datasets and the proposed Flying
Chairs dataset.

{Images Ground truth EpicFlow FlowNetS FlowNetC

Figure 7. Examples of optical flow prediction on the Sintel dataset. In each row left to right: overlaid image pair, ground truth flow and 3
predictions: EpicFlow, FlowNetS and FlowNetC. Endpoint error is shown for every frame. Note that even though the EPE of FlowNets is
usually worse than that of EpicFlow, the networks often better preserve fine details.

on KITTI discussed above, and also from detailed perfor-
mance analysis on Sintel Final (not shown in the tables).
FlowNetS+ft achieves an s40+ error (EPE on pixels with
displacements of at least 40 pixels) of 43.3px, and for
FlowNetC+ft this value is 48px. One explanation is that the
maximum displacement of the correlation does not allow to
predict very large motions. This range can be increased at

the cost of computational efficiency.

6. Conclusion

Building on recent progress in design of convolutional
network architectures, we have shown that it is possible to
train a network to directly predict optical flow from two in-

Images Ground truth EpicFlow FlowNetS FlowNetC

Figure 7. Examples of optical flow prediction on the Sintel dataset. In each row left to right: overlaid image pair, ground truth flow and 3
predictions: EpicFlow, FlowNetS and FlowNetC. Endpoint error is shown for every frame. Note that even though the EPE of FlowNets is
usually worse than that of EpicFlow, the networks often better preserve fine details.

on KITTI discussed above, and also from detailed perfor-
mance analysis on Sintel Final (not shown in the tables).
FlowNetS+ft achieves an s40+ error (EPE on pixels with
displacements of at least 40 pixels) of 43.3px, and for
FlowNetC+ft this value is 48px. One explanation is that the
maximum displacement of the correlation does not allow to
predict very large motions. This range can be increased at

the cost of computational efficiency.

6. Conclusion

Building on recent progress in design of convolutional
network architectures, we have shown that it is possible to
train a network to directly predict optical flow from two in-

P Fischer, et al.: "FlowNet: Learning Optical Flow with Convolutional Networks" CVPR 2015 
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Multi-stage / multi-resolution architecture

PWC-Net (outperformed FlowNet2 by large margin)  
- at each pyramid level features are warped with upsampled (previous) flow 
- a discretised cost volume (similar to correlation layer) is computed and processed using CNNs  
- context network refines the (continuous valued) flow using large receptive field dilated convs. 

combines correlation layer and multi-resolution 
 (state-of-the-art in computer vision)

Figure 3. Traditional coarese-to-fine approach vs. PWC-Net. Left: Image pyramid and refinement at one pyramid level by the energy

minimization approach [7, 9, 19, 45]. Right: Feature pyramid and refinement at one pyramid level by PWC-Net. PWC-Net warps features

of the second image using the upsampled flow, computes a cost volume, and process the cost volume using CNNs. Both post-processing

and context network are optional in each system. The arrows indicate the direction of flow estimation and pyramids are constructed in the

opposite direction. Please refer to the text for details about the network.

Warping layer. At the lth level, we warp features of the
second image toward the first image using the×2 upsam-
pled flow from the l+1th level:

c
l
w(x) = c

l
2

!

x+ up2(w
l+1)(x)

"

, (1)

where x is the pixel index and the upsampled flow
up2(w

l+1) is set to be zero at the top level. We use bi-
linear interpolation to implement the warping operation
and compute the gradients to the input CNN features and
flow for backpropagation according to [24, 25]. For non-
translational motion, warping can compensate for some ge-
ometric distortions and put image patches at the right scale.

Cost volume layer. Next, we use the features to construct
a cost volume that stores the matching costs for associating
a pixel with its corresponding pixels at the next frame [20].
We define the matching cost as the correlation [15, 55] be-
tween features of the first image and warped features of the
second image:

cv
l(x1,x2)=

1

N

!

c
l
1(x1)

"T
c
l
w(x2), (2)

where T is the transpose operator and N is the length of the
column vector cl1(x1). For an L-level pyramid setting, we
only need to compute a partial cost volume with a limited
range of d pixels, i.e., |x1−x2|∞≤d. A one-pixel motion at
the top level corresponds to 2L−1 pixels at the full resolution
images. Thus we can set d to be small. The dimension of
the 3D cost volume is d2×H l×W l, where H l and W l denote
the height and width of the lth pyramid level, respectively.

Optical flow estimator. It is a multi-layer CNN. Its input
are the cost volume, features of the first image, and upsam-
pled optical flow and its output is the flow wl at the lth level.
The numbers of feature channels at each convolutional lay-
ers are respectively 128, 128, 96, 64, and 32, which are kept
fixed at all pyramid levels. The estimators at different lev-
els have their own parameters instead of sharing the same

parameters. This estimation process is repeated until the
desired level, l0.

The estimator architecture can be enhanced with
DenseNet connections [22]. The inputs to every convolu-
tional layer are the output of and the input to its previous
layer. DenseNet has more direct connections than tradi-
tional layers and leads to significant improvement in image
classification. We test this idea for dense flow prediction.

Context network. Traditional flow methods often use
contextual information to post-process the flow. Thus we
employ a sub-network, called the context network, to effec-
tively enlarge the receptive field size of each output unit at
the desired pyramid level. It takes the estimated flow and
features of the second last layer from the optical flow esti-
mator and outputs a refined flow.

The context network is a feed-forward CNN and its de-
sign is based on dilated convolutions [57]. It consists of
7 convolutional layers. The spatial kernel for each convo-
lutional layer is 3×3. These layers have different dilation
constants. A convolutional layer with a dilation constant k
means that an input unit to a filter in the layer are k-unit
apart from the other input units to the filter in the layer,
both in vertical and horizontal directions. Convolutional
layers with large dilation constants enlarge the receptive
field of each output unit without incurring a large compu-
tational burden. From bottom to top, the dilation constants
are 1, 2, 4, 8, 16, 1, and 1.

Training loss. Let Θ be the set of all the learnable pa-
rameters in our final network, which includes the feature
pyramid extractor and the optical flow estimators at differ-
ent pyramid levels (the warping and cost volume layers have
no learnable parameters). Let wl

Θ denote the flow field at
the lth pyramid level predicted by the network, and wl

GT the
corresponding supervision signal. We use the same multi-
scale training loss proposed in FlowNet [15]:

8937

D Sun et al.: "PWC-Net: CNNs for Optical Flow 
Using Pyramid, Warping, and Cost Volume" 
CVPR 2018 
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Multi-stage / multi-resolution architectures

�6

474 C. Qin et al.

2 Methods

Our goal is to realize the simultaneous motion estimation and segmentation for
cardiac MR image sequences. Here we construct a unified model consisting of two
branches: an unsupervised motion estimation branch based on a Siamese style
recurrent multi-scale spatial transformer network, and a segmentation branch
based on a fully convolutional neural network, where the two branches share a
joint feature encoder. The overall architecture of the model is shown in Fig. 1.

Fig. 1. The overall schematic architecture of proposed network for joint estimation of
cardiac motion and segmentation. (a) The proposed Siamese style multi-scale recurrent
motion estimation branch. (b) The segmentation branch which shares the joint feature
encoder with motion estimation branch. The architecture for feature encoder is adopted
from VGG-16 net before FC layer. Both branches have the same head architecture as
the one proposed in [4], and the concatenation layers of motion estimation branch are
from last layers at different scales of the feature encoder. For detailed architecture,
please refer to supplementary material.

2.1 Unsupervised Cardiac Motion Estimation

Deep learning methods normally rely heavily on the ground truth labeled data.
However, in problems of cardiac motion estimation, dense transformation maps
between frames are rarely available. Inspired by the success of spatial transformer
network [5,9,11] which effectively encodes optical flow to describe motion, here
we propose a novel Siamese style multi-scale recurrent network for estimating the
cardiac motion of MR image sequences without supervision effort. A schematic
illustration of the model is shown in Fig. 1(a).

478 C. Qin et al.

It can be observed that both of the proposed methods outperform FFD registra-
tion method in terms of MCD and HD on all the three structures (p ≪ 0.001)
and similarly, the joint model shows better performance than the model trained
for motion estimation only (p ≪ 0.001 on LV and RV, and p < 0.01 on Myo).
Additionally, we compared the test time needed for motion estimation on 50
frames of a single slice in a cardiac cycle, and results indicated a faster speed of
proposed methods compared to FFD.

Furthermore, the proposed joint method is capable of predicting a sequence
of estimated motion fields and segmentations simultaneously. Here we show a
visualization result of the network predictions with segmentations and motions
combined on frames in a cardiac cycle in Fig. 2 . Myocardial motion indicated
by the yellow arrows were established between ED and other time frames. Note
that the network predicts dense motion fields, while for better visualization,
we only show a sparse representation around myocardium. To further validate
the proposed unified model in terms of the motion estimation, Fig. 3 (a)(b) shows
a labeling results of the LV and RV boundaries along temporal dimension, which
is obtained by warping the labeled segmentations available in ED frame to other
time points, and Fig. 3 (c) calculated the transformed LV volume over the car-
diac cycle. These show that the proposed model is able to produce an accurate
estimation, which is also smooth and consistent over time.

Fig. 2. Visualization results for simultaneous prediction of motion estimation and seg-
mentation. Myocardial motions are from ED to other time points. Please refer to sup-
plementary material for a dynamic video of a cardiac cycle.

Fig. 3. (a) (b) Labeling results obtained by warping the ED frame segmentation to
other time points using FFD and the proposed joint model. Results are shown in
temporal views of the red short-axis line. (c) Left ventricular volume (ml) of the subject
by warping the ED frame segmentation to other time points in a cardiac cycle. (Color
figure online)

joint segmentation & cardiac motion estimation  
- shared conv. weights are used to extract joint 

features for both registration and segmentation  
- a recurrent network is used to iteratively refine 

the estimated motion fields 

multi-stage with recurrent network 
C. Qin et al.: "Joint Learning of Motion Estimation and 
Segmentation for Cardiac MR Image Sequences" 
MICCAI 2018

A Hering et al.: "mlVIRNET: Multilevel Variational Image 
Registration Network" MICCAI 2019 

B de Vos, et al.: A deep learning framework for 
unsupervised affine and deformable image 
registration. Medical image analysis 2019

some recent work on CT lung registration 
using multi-resolution networks



Learn2Reg Discrete Registration

How well does the discrete FlowNet work for surgical tools?
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no registration: copy segmentation 
from previous frame 

FlowNet registration: transformed 
segmentation + estimated flow field

- in general reasonable performance 
for 2D+t surgical videos (despite large 
motion due to low sampling frequency) 

- but fine-tuning is expected to yield 
more accurate motion tracking
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How does the discrete correlation layer work?
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Three building blocks of DL discrete registration 
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1) Feature CNN 
shared, fine grid 
deformable conv.

fixed 2D slice IF

moving 2D slice IM

3D features f(IF)

2) Correlation Layer 
dense displacements, coarse grid 
no trainable weights 
➞ 4D dissimilarity tensor D

3) Min-Convolution & 
Mean-field inference 
for spatial label smoothness, acts 
on dimensions 1-2 and 3-4 resp.

4) Spatial transform 
non-local probabilistic label 
loss + diffusion regularisation

3D features f(IM) 
not all search windows shown

𝝋
dim: 1-3

dim: 4-6

dim: 1-3

dim: 4-6

Heinrich: Closing the Gap between Deep and Conventional Image Registration using Probabilistic Dense Displacement Networks MICCAI 2019

learn to compute good features  
➞ only this part is trained

correlation layer: sliding 
window in moving image, 
compute SSD ➞ 4D tensor 

regularisation (not trained) 
➞ probabilistic map / 
transform

➞ decouple feature/metric learning from regularisation, robust to small training dataset 
weakly supervised loss (not correspondences but segmentation labels)
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Dense Sampling of Displacement Space
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Implementation details
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pytorch correlation layer implementation (here for 2D) 
scale_factor = 4; disp_range = 11; disp_hw = (disp_range-1)//2; B,C,H,W = feat_fixed.size() 

feat_mov_unfold = F.unfold(feat_mov.transpose(1,0),(disp_range, disp_range),padding=disp_hw) 

ssd_distance = ((feat_fixed.view(C,1,-1) - feat_mov_unfold)**2).sum(0).view(1, disp_range**2,H,W)

regularisation (approx. min-conv and mean field) no trainable weights 
pad1 = nn.ReplicationPad2d(5); pad2 = nn.ReplicationPad2d(6) 

avg1 = nn.AvgPool2d(5,stride=1); max1 = nn.MaxPool2d(3,stride=1) 

minconv = nn.Sequential(pad1,avg1,avg1,max1); meanfield =  nn.Sequential(pad2,avg1,avg1,avg1); 

ssd_minconv = -minconv(-ssd_distance.permute(0,2,3,1).reshape(1,-1,disp_range,disp_range)) 

cost = meanfield(ssd_minconv.permute(0,2,3,1).view(1,-1,H,W))
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Some visual examples for abdominal CT
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fixed scan + GT fixed seg. moving scan + GT fixed seg. fixed scan + warped mov. seg. warped mov. scan + GT fix. seg.

fixed scan + GT fixed seg. moving scan + GT fixed seg. fixed scan + warped mov. seg. warped mov. scan + GT fix. seg.
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➞ Switch to Kaggle Notebook
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Outlook 3D: github.com/multimodallearning/pdd_net 

hands-on: kaggle.com/mattiaspaul/learn2reg-tutorial   

we created a 2D dataset based on the TCIA pancreas (Roth/Summers) abdominal CT 
➞  compensated through-plane deformations using deeds keep in-plane differences

corresponding segmentations are available to evaluate / train with supervision (Eli Gibson) 

http://github.com/multimodallearning/pdd_net
http://kaggle.com/mattiaspaul/learn2reg-tutorial

